Explainable Artificial Intelligence

Sargur N. Srihari
srihari@buffalo.edu
Topics in Explainable AI (XAI)

1. Three types of AI Models (AI explained)
2. Need for XAI: justify, control, improve, discover
3. Blackbox vs XAI
4. Metrics for explainability
5. XAI systems and ongoing research
6. Philosophical issues
7. Bayesian Deep Learning
8. Example: comparison task of forensics
AI is everywhere

- 3.5B daily searches on Google

- Apple iPhone X uses facial recognition

- Alexa cutely answers our questions
Tasks performed by AI

- Sense
  - Vision, Audio
- Comprehend
  - NLP, Recommend
- Act
  - Planning, Robotics
AI in Industry (verticals)

Source image: DARPA XAI
Designing AI needs knowledge

• Knowledge is intuitive and subjective
  – Key challenge of AI is how to get this informal knowledge into a computer

• Knowledge-based Approach
  – Hard-code knowledge in a formal language
  – Computer can reason about statements in these languages using inference rules
Knowledge-Based AI

Rule-based System

Output

Hand-designed program

Input

Advantage: explanation obtained by identifying rules invoked
Disadvantage: Unwieldy process
  Time of human experts
  People struggle to formalize rules with enough complexity to describe the world
The ML approach

• Difficulties of hard-coded approach suggests:
  – Allow computers to learn from experience

• Determine what feature representations to use

• Map the features to outputs

Decide whether email is spam
Two paradigms in AI

Rule-based System

- Input
- Hand-designed program
- Output

Classic Machine learning

- Input
- Hand-designed Features
- Mapping from features
- Output

Shaded boxes indicate components that can learn from data
Types of ML models

1. Based on Type of Data
   1. Supervised, Unsupervised, Semi-supervised
   2. Reinforcement Learning

2. Based on Type of Output
   – Regression, Classification

3. Based on Type of Model
   – Generative, Discriminative
Periodic Table of ML models
Explainability of AI Models
Need for Deep Learning

• Simple Machine Learning depends heavily on representation of given data

• For visual detection of a car
  – Tire shape difficult in terms of pixel values
    – Shadows, glare, occlusion
Representation Learning

- Solution: use ML to not only learn mapping from representation to output but representation itself
  - Better results than hand-coded representations
- Allows AI systems to rapidly adapt to new tasks
  - Designing features can take great human effort
    - Can take decades for a community of researchers
- Does not need programmer to have deep knowledge of the problem domain
Definition of Depth

- Length of the chain is the *depth* of the model
  - Composite function $f(x) = f^{(3)}[f^{(2)}[f^{(1)}(x)]]$ has depth of 3
- *Deep learning* arises from this terminology
- Final layer of net, $f^{(3)}$, is *output layer*
Feed forward network

- Each layer obtained from previous layer by matrix-multiplication
  - In an unaugmented network \( \mathbf{x} = [x_1, x_2, x_3]^T \)
    - Hidden layer produces values \( \mathbf{z} = h(\mathbf{W}^{(1)T} \mathbf{x} + \mathbf{b}^{(1)}) \)
    - Output layer produces values \( \mathbf{y} = \sigma(\mathbf{W}^{(2)T} \mathbf{x} + \mathbf{b}^{(2)}) \)
  - Note: \( \mathbf{W}^{(1)} \) and \( \mathbf{W}^{(2)} \) are matrices
    - Example with \( D=3, M=3 \)
    - We have two weight matrices \( \mathbf{W}^{(1)} \) and \( \mathbf{W}^{(2)} \)
Flow of tensors in a neural network

Vector $x$ is converted into vector $y$ by multiplying $x$ by a matrix $W$

A linear classifier $y = Wx^T + b$
Deep Learning

• Understand the world as hierarchy of concepts
  – How these concepts are built on top of each other is deep, with many layers
  – Weights learnt by gradient descent

\[ x^{t+1} = x^t - \epsilon \nabla_{x^t} f(x^t) \]
Deep Neural Network

Supervised Deep Network

Unsupervised Deep Network

Source: XenonStack

Source: TIME
Summary of AI Models

Rule-based System

- Input
- Hand-designed program
- Output

Classic Machine learning

- Input
- Hand-designed Features
- Mapping from features
- Output

Representation Learning

- Input
- Features
- Mapping from features
- Output

Deep Learning

- Input
- Simple features
- Additional layers of more abstract features
- Mapping from features
- Output

Shaded boxes indicate components that can learn from data.
Software 1.0 and Software 2.0

• Deep Learning is not just another tool
  – It is a fundamental shift in how software is written
• Software 1.0 (Classical “stack”)
  – It is code we write
    • e.g., LAMP (Linux, Apache, MySQL, Python/Perl)
• Software 2.0 (Code written by Optimizer)
  – It is in a user unfriendly language
    • There are millions of weights
  – No human involved in coding
Software 1.0 and 2.0: Fizzbuzz

• Print $i=1$ to $100$, except:
  • if divisible by $3$ print `fizz`,
  • if divisible by $5$ print `buzz`,
  • if divisible by both $3$ and $5$ print `fizzbuzz`

• Two approaches:
  – Software 1.0: C++
  – Software 2.0: Python/Tensorflow

```cpp
#include <iostream>
using namespace std;

int main()
{
  for(int i=1;i<=100;i++)
  {
    if((i%3 == 0) && (i%5==0))
      cout<<"FizzBuzz\n";
    else if(i%3 == 0)
      cout<<"Fizz\n";
    else if(i%5 == 0)
      cout<<"Buzz\n";
    else
      cout<<i<<"\n";
  }
  return 0;
}
```

```python
def model(X, w_h, w_o):
    h = tf.nn.relu(tf.matmul(X, w_h))
    return tf.matmul(h, w_o)
```

Generative Adversarial Network (GAN)
Program Space: Software 1.0 vs 2.0

Software 1.0
By writing each line of code, programmer identifies a point in program space with some desirable behavior

Software 2.0
Restrict search space to continuous subset of program space
Search is made efficient by using stochastic gradient descent

*A. Karpathy, Tesla
Benefits of Software 2.0

– Computationally homogeneous
  • Sandwich of two operations: matrix multiply, RELU

– Simple to bake into silicon
  • Small instruction set

– Constant run time
  • Every iteration of forward pass has same FLOPS
  • Constant memory use

– Highly portable: sequence of matrix multiplies is easier

– Very agile
  • C++ is hard to speed-up, instead remove half of channels

– Can meld into optimal whole
  • Software often has modules, can jointly optimize

– It is better than you
Limitations of Software 2.0

- After training we have large networks that work very well, but hard to tell how
  - 90% accurate model we understand
  - 99% accurate model we don’t
- Can fail unintuitively (Adversarial examples)
One-pixel attack

Analyzes CNNs and Applies differential evolution

Only information required was the Probabilities of labels

Deep Learning as Blackbox models

Blackbox:
- A function that is too complicated for any human to comprehend
- A function that is proprietary
- A model that is difficult to trouble-shoot

Deep Learning Models are blackbox models
- Popular networks are recursive
- Opaque, non-intuitive and difficult for people to understand

Summary of need for explainable AI

Ability to explain one’s decision to other people is an important aspect of human intelligence.
Ex: Due to lack of data, no correlation of asthma-heart disease with death.

First step to improve system is to understand its weaknesses. Detecting bias in system.

Compliance to legislation “Right to explanation” when Algorithm makes a loan decision.

AI systems are trained with millions of examples. They may observe patterns in data not available to humans.
Credit decisions:
– How did DL model provide /deny credit to an individual? Was there bias: ethnicity, race religion?
– In the US
  • lender must provide *reasons* for adverse decision
    – Take-home insufficient, insufficient collateral, poor credit rating
– In the European Union,
  • GDPR (General Data Protection Regulation)
  • *right to explanation* for high-stakes automated decisions

Healthcare:
– Highly regulated due to HIPAA
– How did AI predict grade 3 or grade 4 tumor?
Explain to justify: Ethical AI

- **Surveillance system:**
  - Why did model interpret that individual in livestream video is suspicious? Are there biases?

- **Autonomous vehicle:**
  - Model decides on saving passenger or pedestrian
Explain to justify

1. Medical
   – Patient discharge to nursing home, Reading EKGs

2. Legal
   – People incorrectly denied parole
   – Bail decision leads to release of dangerous criminal

3. Environment
   – Pollution model states that dangerous is safe

• Poor use of limited valuable resources in
  – Medicine, Justice, energy reliability, finance
This chart represents some of the handwriting features I used to reach my conclusion, and is representative of what I examined but is not meant to replicate my entire examination. There are several handwriting similarities noted using the green arrows/bar, and a dissimilarity noted using the red arrows.

**Similarities** include the pointed first arch of the letter “n”, the counterclockwise motion of the formation of the front portion of the “d” and the way the stroke connects from the “n” into the middle of the “d”, and the relative height of the staff of the “d” compared to the other letters.

A **dissimilarity** is noted in the connecting stroke from the “a” to the “n”. Is it below the baseline and has a sharp angle in the questioned “and”, and at or above the baseline and rounded in the known “and”.

**Conclusion** would likely be “indications one writer wrote both words”. A more definitive conclusion could not be reached because of the limited amount of writing for comparison. and the dissimilarity noted.
DARPA goals of XAI

Why did you do that?
Why not something else?
When do you succeed?
When do you fail?
When can I trust you?
How do I correct an error?
Taxonomy of XAI

- **Post-hoc (Explain the Blackbox)**
  - Explainability based on test cases and results
- **Ante-hoc (Build a new learning model)**
  - Seeding explainability into model from the start

Source: Sogetilabs
Some examples of XAI

• **Post-hoc (Blackbox)**
  - Sensitivity Analysis (SA)
  - Layer-wise Relevance Propagation (LRP)
  - Local Interpretable Model-Agnostic Explanations (LIME)

• **Ante-hoc (New learning process)**
  - Reversed Time Attention Model (RETAIN)
  - Bayesian Deep Learning (BDL)
Explaining AI using Sensitivity Analysis

Assumes that most relevant features are those to which output is most sensitive. Which pixels need to be changed to make the image look more/less like the predicted class.

\[ R_i = \left| \frac{\partial}{\partial x_i} f(x) \right| \]

(how much do changes in each pixel affect the prediction)

E.g., changing yellow occluding pixels improves score, but does not explain rooster.

Explains prediction based on locally evaluated gradient
Does not explain \( f(x) \) but a variation of input

Source: http://iphome.hhi.de/samek/pdf/SamITU18b.pdf
Explaining AI using LRP

Redistributes the prediction $f(x)$ backwards using local redistribution rules until it assigns a relevance score $R_i$ to each input variable (e.g., image pixel)

Simple LRP rule

$$R_j = \sum_k \frac{x_j w_{jk}}{\sum_j x_j w_{jk} + \epsilon} R_k$$

- $x_j =$ neuron activations at layer $l$,
- $R_k =$ relevance scores of neurons at layer $l+1$,
- $w_{jk} =$ weight connecting neuron $j$ to neuron $k$

Source: http://iphome.hhi.de/samek/pdf/SamITU18b.pdf
Evaluating the quality of explanation

• Compare heatmaps of SA and LRP using *Perturbation analysis*:
  1. Perturbing important variables leads to a steeper decline of prediction score than lesser variables
  2. SA, LRP provide a score for each input. Thus, inputs can be sorted by this relevance score
  3. Iteratively perturb variables (starting from most relevant), track score after every perturbation

• Average decline of the prediction score is a measure of explanation quality
  • because a large decline indicates that explanation was successful in identifying truly relevant input variables
Explaining Image Classification

Two images correctly classified as volcano, coffee cup

LRP detects shape of mountain and ellipsoidal shape as relevant features

SA does not indicate how much each pixel contributes to prediction

Results of perturbation analysis
Y-axis shows relative decrease of prediction score averaged over 5040 images of ILSVRC2012 dataset

At every perturbation step a 9x9 patch of the image (selected according to scores) is replaced by random values sampled from an uniform distribution

Explaining Text Classification

Explaining prediction sci.med

SA and LRP heatmaps identify words such as “discomfort”, “body” and “sickness” as relevant ones for explaining the prediction.

In contrast to SA, LRP distinguishes between positive (red) and negative (blue) relevances.

Source: http://iphome.hhi.de/samek/pdf/SamITU18b.pdf
Explaining Human Action Recognition

Explaining prediction *sit-up*

The LRP heatmaps of a video which was classified as “sit-up” show increased relevance on frames in which the person is performing an upwards and downwards movement.

Source: http://iphome.hhi.de/samek/pdf/SamITU18b.pdf
A post-hoc system: LIME

Local Interpretable Model-Agnostic Explanations (LIME)

Explaining individual prediction to a human decision-maker

Explaining model to a human decision-maker

Source: https://www.oreilly.com/learning/introduction-to-local-interpretable-model-agnostic-explanations-lime
Ante-hoc systems: DARPA

Today

- Training Data
- Learning Process
- Learned Function
- Output
- User with a Task

- Why did you do that?
- Why not something else?
- When do you succeed?
- When do you fail?
- When can I trust you?
- How do I correct an error?

Tomorrow

- Training Data
- New Learning Process
- Explainable Model
- Explanation Interface
- User with a Task

- I understand why
- I understand why not
- I know when you’ll succeed
- I know when you’ll fail
- I know when to trust you
- I know why you erred
Performance vs Explainability

- Produce more explainable models, while maintain a high level of performance, e.g., prediction accuracy
- Enable human users to understand, trust and manage emerging AI partners

complex black box models such as RNN) or less accurate traditional models with better interpretation, e.g., logistic regression
Future AI Models

Learning Techniques (today)
- Neural Nets
- Deep Learning
- Statistical Models
- SVMs
- AOGs
- Graphical Models
- Bayesian Belief Nets
- SRL
- CRFs
- HBNS
- MLNs
- Ensemble Methods
- Random Forests
- Markov Models
- Decision Trees

Explainability (notional)

Deep Explanation
- Modified deep learning techniques to learn explainable features

Interpretable Models
- Techniques to learn more structured, interpretable, causal models

Model Induction
- Techniques to infer an explainable model from any model as a black box
Measures of Explanation Effectiveness

- User satisfaction
  - Clarity of explanation (user rating)
  - Utility of explanation (user rating)

- Task performance
  - Does it improve user decision, performance

- Trust assessment
  - Future use and trust
DARPA XAI Program

1. Techniques to select the training examples most influential in a decision
2. Techniques to identify the most salient input features used in a decision
3. Network dissection techniques to identify meaningful features inside the layers of a deep net
4. Deep learning techniques to generate explanations
Two types of Explanation

• Explanation by Teaching Examples
  – Help to understand the data better
  – Image is of a cat because it looks like another example of a cat (nearest neighbor).

• Explanation by Features
  – It is a cat because it has whiskers and fur
Explanation by Teaching Examples

Source: Rutgers
Explanation by Examples

• Aim to select subset of dataset that leads to similar conclusions as entire dataset
• Intuition
  – subsets of training data that lead a model to the same (or approximately similar) inference as the model trained on all the data should be useful for understanding the fitted model
Motivating explanation by examples

• Explanation is the inverse of modeling
• Based on two fundamental observations
  1. All ML models are trained on data
  2. Data is common language of user and model
• Examples may not capture what philosophers and cognitive scientists call as explanation
  – but harnesses people’s proclivity to inductive inference
• Related to *machine teaching*
  – Machine teaching designs the optimal training data to drive learning algorithm to a target model.
Given training set $D \in \mathbb{D}$, ML returns model $A(D) \in \Theta$

- $A$ is in general many-to-one

Conversely, given a target model $\theta^* \in \Theta$, the inverse function $A^{-1}$ returns a set of training examples that will result in $\theta^*$

MT aims to identify optimal member among $A^{-1}(\theta^*)$
Bayesian Teaching

- **Formalization**
  - Teaching problem is to select a small subset of data that with high probability, lead learner model to the correct inference.
  - This requires two kinds of inference
    - Teacher’s inference
      - Done in the space of possible teaching sets
    - Learner’s inference
      - Done in the space of possible target models
Equation for Bayesian Teaching

\[ P_T(x|\Theta) = \frac{P_L(\Theta|x)P(x)}{\int_{x'} P_L(\Theta|x')P(x')dx'} , \]

- Where \( x \) can be any subset of the training data;
- \( \Theta \) denotes the target model, which can be an entire model or particular substructures, such as latent features, relations, grammars, programs, or combinations of these;
- \( P_T(x|\Theta) \) is the probability of choosing \( x \) as the teaching examples for explaining target model \( \Theta \);
- \( P_L(\Theta|x) \) is learner’s posterior inference after receiving \( x \);
- \( P(x) \) describes bias for certain kind of examples (e.g., favoring smaller subsets);
- and the integral is over all partitions of the training data (i.e., if the size of \( x \) is \( m \) and the size of the entire training corpus is \( N \), there are \( NC_m \) partitions)

A Bayesian Teacher

• With training data $D = \{d_1, d_2, \ldots, d_N\}$ and teaching set size $n < N$ teaches a target model $\Theta^*$ by sampling a teaching set $D_T \subseteq D$ from

$$D = \{D | D \in \mathcal{P}(D) \land |D| \leq n\}$$

according to

$$p(D_T | \Theta^*) = \frac{p(D_T) p_L(\Theta^* | D_T)}{p(\Theta^*)} = \frac{p(D_T) p_L(\Theta^* | D_T)}{\sum_{D \in D} p(D) p_L(\Theta^* | D)},$$

• $\mathcal{P}(D)$ is the power set of $D$ and $D$ is the space of teaching sets. $p_L(\Theta^* | D)$ is the probability the learner will infer the target model $\Theta^*$ given a particular teaching set $D$ (i.e. the learner’s posterior probability given that teaching set), and $p(D)$ is the teacher’s prior probability on the same teaching set $D$

• Priors assign higher probabilities to smaller teaching sets
Teaching Inference for model explanation

1. Pick a teaching set size (e.g. 2) to constrain the search space
2. Perform teaching inference for the category to be understood
3. Rank the teaching sets based on the teaching probabilities.
Explaining a new ML model

- At a conference, authors show examples classified correctly and incorrectly
  - Mention that humans would find some to be hard
- Rather than cherry-pick, we care about
  1. Those classified *correctly* with *high* confidence
  2. Those classified *correctly* with *low* confidence
  3. Those classified *incorrectly* with *low* confidence
  4. Those classified *incorrectly* with *high* confidence
  - But some methods don’t offer certainty estimates
- Bayesian teaching offers finding/ranking such examples
Using ground truth as labels

Five best teaching sets using ground truth labels. Each pair of images represents a teaching set.

Five worst teaching sets using ground truth labels. Each pair of images represents a teaching set.

Pairs sorted by teaching probabilities in descending order, from left to right, (leftmost is best)

Pairs sorted by teaching probabilities in ascending order, from left to right, (leftmost set is worst)

Source: https://ravisoji.com/
Using model predictions as labels

5 best teaching sets using model predictions as labels. Each pair of images represents a teaching set.

Pairs are sorted by teaching probabilities in descending order, from left to right, (i.e. leftmost set is best).

5 worst teaching sets using model predictions as labels. Each pair of images represents a teaching set.

Pairs are sorted by teaching probabilities in ascending order, from left to right, (i.e. leftmost set is worst).

Source: https://ravisoji.com/
Explaining the model for category 0

1. Those classified *correctly* with *high* confidence
2. Those classified *correctly* with *low* confidence
3. Those classified *incorrectly* with *low* confidence
4. Those classified *incorrectly* with *high* confidence.
Summary of Bayesian Teaching

• It leverages the natural common language for understanding model behavior—the data—to explain opaque models through the examples from the original data that are most representative of the inference.

• In doing so, it integrates learning and explanation by taking the learning model as input into the explanation process, and outputs an explanation in terms of the examples from the original data.
Deep Explanation

Downy Woodpecker definition:
This bird has a white breast, black wings and a red spot on its head

This is a Downy Woodpecker because it is a black and white bird with a red spot in its crown
Embedding Deep Networks into Visual Explanations

Explanation module is a dimensionality reduction mechanism so that the original deep learning prediction $\hat{y}$ can be reproduced from this low-dimensional space. It can be attached to any layer in the prediction deep network (DNN). The DNN output can be faithfully recovered from this low-dimensional explanation space.

Sparse Reconstruction Autoencoder is used as an explanation module.
Embedding Deep Networks into Visual Explanations

People prefer explanations of the form ‘A” is something because of B,C and D
This is a bird because it has feathers, wings and a beak
It is concise—here are not a hundred reasons
It relies on B,C,D which are also high level concepts

Approach generates visualizations for humans to deduce those features
Without requiring textual annotation
Explaining Images

• Deep image captioning systems
  – learn to translate visual input into language
    • potential map between visual concepts and words
  – Despite good captioning performance, they are hard to understand “black boxes.”

• Solution: Caption guided visual saliency
  – Top-down neural saliency map

  – Input:
  – A man in a jacket is standing at the slot machine
An ante-hoc system: RETAIN

- **Reverse time Attention Model**
  - Mimics physician: using EHR in reverse time order
  - Calculates contribution of the variables (medical codes) to diagnostic prediction using RNNs

**Attention in Machine Translation**

Given sentence of length $S$ in the source, generate $h_1, \ldots, h_S$, to represent input words. To find $j^{th}$ target word, generate attention $\alpha_i$ for $i=1, \ldots, S$ for each word in source sentence.

Compute context $c_j = \Sigma_i \alpha_i^j h_i$ and use it to predict $j^{th}$ target word $i$.

Attention allows model to focus on specific words in given sentence when generating each word in the target.

Source: Choi, etal, NIPS 2016
Ante-hoc: Bayesian Deep Learning (BDL)

- Tightly integrating deep learning with a PGM
- Medical diagnosis example
  - After seeing visible symptoms (images) infer etiology (causation) from all symptoms
  - Reasoning is beyond deep learning models
  - PGMs are poor at perceptual tasks (but readily generate explanations)

Red rectangle is perception component
Blue rectangle is task-specific component
J is the hinge variable

Source: Wang, Yeung IEEE-KDE
Criticisms of Ante-hoc XAI

1. A complicated blackbox does not necessarily have the best performance
   – Deep neural nets and logistic regression have same performance with principled feature selection
Criticisms of ante-hoc XAI

2. XAI unfaithful to original model
   – If XAI agrees with model 90%, it is wrong 10%
     • Thus the original model is not trustable

Deep Explanation
Modified deep learning techniques to learn explainable features
Issues in XAI

3. Explanations may be incomplete
   – Saliency may does not say how it is being used
Ante-hoc XAI is a leap of faith
Explainability: human introspection

- If an algorithm could self-explain it would be like asking a human to introspect
- They would simply make up a story
- Emotive vs Non-emotive content
  - With emotive content
    - Q: Why did you throw the plate?
    - A: Because of childhood trauma (from limbic system below consciousness)
  - Non-emotive question
    - Q: Why did you classify as a dog
    - A: It has 4 legs, tail, cylindrical body, all arranged spatially
Role of probability in explanation

FIRST WAVE
- Rule-based
  - Output
  - Hand-designed program
  - Input

SECOND WAVE
- Classic ML
  - Output
  - Mapping from features
  - Hand-designed Features
  - Input

- Deep Learning
  - Output
  - Mapping from features
  - Additional layers of more abstract features
  - Simple features
  - Input

THIRD WAVE
- Deep Probabilistic Generative Model
  - Output
  - Generative Model
  - Input

Naturally suited for XAI

Most Probable Explanation
Explainability of AI Models

Learning Techniques (today)

- Neural Nets
- Deep Learning
- Graphical Models
- Bayesian Belief Nets
- SRL
- CRFs
- HBNs
- MLNs
- Markov Models
- Ensemble Methods
- Random Forests
- Decision Trees

Probabilistic AI

Explainedability (notional)

Learning Performance

Explainability

74
Probabilistic Models in Explanation

• Generative models are useful for
  – Querying
    • BNs, MRFs
  – Sampling
    • VAEs, GANs

• Inference methods useful as explanation
  – Most Probable Explanation (MPE)
  – Causal Inference
  – Explaining Away
Probabilistic Graphical Models (PGMs)

**Bayesian Networks**

- **CPDs:** \(p(x_i | pa(x_i))\)
- **Joint Distribution** \(\mathbf{x} = \{x_1, \ldots x_n\}\)

\[
p(\mathbf{x}) = \prod_{i=1}^{N} p(x_i | pa(x_i))
\]

\[
\]

**Markov Networks**

\[
p(\mathbf{x}) = \frac{1}{Z} \tilde{p}(\mathbf{x}) \quad \tilde{p}(\mathbf{x}) = \prod_{C \in G} \phi(C)
\]

\[
Z = \int \tilde{p}(\mathbf{x}) d\mathbf{x}
\]

\[
p(a, b, c, d, e, f) = \frac{1}{Z} \phi_{a, b}(a,b)\phi_{b, c}(b,c)\phi_{a, d}(a,d)\phi_{b, e}(b,e)\phi_{e, f}(e,f)
\]

**Energy model**

\[
E(a, b, c, d, e, f) = E_{a,b}(a,b) + E_{b,c}(b,c) + E_{a,d}(a,d) + E_{b,e}(b,e) + E_{e,f}(e,f)
\]

\[
\phi_{a,b}(a,b) = \exp(-E(a, b))
\]

**Restricted Boltzmann Machine**

\[
E(v, h) = -b^T v - c^T h - v^T W h
\]

\[
p(h | v) = \prod_i p(h_i | v) \quad \text{and} \quad p(v | h) = \prod_i p(v_i | h)
\]

**Deep Belief Network**
XAI from Causal Model Induction

- Experiment with the learned model to learn an explainable, causal, probabilistic programming model
Causal Modeling

• For a $G$ defining a causal directed PGM on variables $X = x_1, \ldots, x_n$, the joint distribution is

$$P(x_1, \ldots, x_n) = \prod_i P(x_i | pa_i)$$

• where $pa_i$ are the parents of $x_i$

• An intervention on $G$ by setting $x_i = x'_i$, denoted as $do(x'_i)$, induces a modified graph $G'$ where the edges from $pa_i$ to $x_i$ are removed, resulting in post intervention distribution

$$P(x_1, \ldots, x_n | do(x'_i)) = \begin{cases} \prod_{j \neq i} P(x_j | pa_j) & \text{if } x_i = x'_i \\ 0 & \text{if } x_i \neq x'_i \end{cases}$$

• Semantics of causality are important for explaining DNNs, because explanations must be causal models
Explanation of DNN decision

• When one seeks an explanation of a network’s decisions, one is equivalently asking ”What changes can be made to the input for the output to change or stay the same?”

• Consider a causal model that defines the joint distribution $P(O, P, X)$ over a set of DNN outputs $O$, inputs $P$, & intermediate variables $X$

• Explanation of an observed DNN output is formulated as intervention
Causal Representation in DNNs

• A user could ask counterfactual questions about the network, i.e. $P(\emptyset, \mathbb{P}, X \mid \text{do}(x'_i))$ for any input, output, or internal neuron in the network.

• But it serves poorly as a model of explanation
  – due to the lack of human–level concepts that underlie any arbitrary neuron in the network:
    • saying neuron $i$ caused the network to detect a pedestrian may be correct but does not satisfy human needing explanations.

• Thus, a DNN causal model must be at a granularity meaningful to humans.
Mapping Neurons to Concepts

• A causal model for DNNs should be represented by joint distribution over $\mathcal{O}, \mathcal{P}$, and a set of concepts $\mathcal{C}$

• The process for deriving $\mathcal{C}$ is described by a function $f_R : \mathbb{R} \rightarrow \mathcal{C}$ over a specific DNN that transforms the representation of neurons and their activations into a set of concept variables

• Ideally, $f_R$ would have the following properties:

$$\int_R P(\mathcal{O}, \mathcal{P}, R) = \int_C P(\mathcal{O}, \mathcal{P}, C)$$

$$P(\mathcal{O}, \mathcal{P}|R, do(p'_i)) = P(\mathcal{O}, \mathcal{P}|C, do(p'_i))$$
Concept Extraction

• One way to construct concepts that satisfy the semantics is to consider network activations

• But concepts needn’t be restricted to those

  1. Concepts should be few to minimize amount of investigation a human would need to employ
  2. Concepts should be interpretable
     • in the case of images, we would like activations to be restricted to contiguous areas containing consistent, interpretable visual features
  3. Concepts should contain all relevant information needed for achieving network task
Auxiliary neural network

- Network constructs concept representations satisfying above properties
- Using an autoencoder with two loss functions
  - Shallow reconstruction loss: $L_1$ norm between input and output activations
    $$L_{\text{shallow}}(\theta; a_i) = |d_\theta(c_\theta(a_i)) - a_i|_1$$
    $$L_{\text{deep}}(\theta; a_i) = KL(r(a_i) || r(d_\theta(c_\theta(a_i))))$$
  - Deep reconstruction loss: reconstructed activations result in same classification output after being passed through the rest of network
  - Total autoencoder loss
    $$L(\theta; x_i) = \lambda_{\text{shallow}} L_{\text{shallow}}(\theta; x_i) + \lambda_{\text{deep}} L_{\text{deep}}(\theta; x_i) + \lambda_{\text{interpretability}} L_{\text{interpretability}}(\theta; x_i)$$
Autoencoder for a single layer
Learned causal Bayes Net

- For Inria pedestrian data set

Crossed boxes indicate that all nodes of a given level have edges incident on each of the nodes of the subsequent level.
Summary of Causal Learning XAI

- Approach to explain predictions to relate output prediction to concepts represented within
  - Series of autoencoders encouraging interpretable properties to construct concepts in activations throughout network
  - Pool features and intervene on autoencoded network to construct variables used to build a causal BN
  - Use network to identify features of causal relevance to individual classifications which are then visualized
Most Probable Explanation (MPE)

Observe evidence: student has received a job offer $J=j^1$.
We want an explanation for each of the following two queries

1. Most probable (MAP) setting for all variables $I,D,G,S,L,A$
2. Most probable setting for a particular variable $I$

Query 1: Inferring all variables

Conditioning with $Job$ with $J = j^1$

Conditional Probability:

$$P(I, D, G, S, L, A | J = j^1) = \frac{P(I, D, G, S, L, A, J = j^1)}{P(J = j^1)}$$

Numerator:


Denominator requires Marginal Inference

$$P(J = j^1) = \sum_I \sum_D \sum_G \sum_S \sum_L \sum_A P(I, D, G, S, L, A, J = j^1) = 0.3679$$
MPE for all variables

\[
P(I, D, G, S, L, A | J = j^1) = \frac{P(I, D, G, S, L, A, J = j^1)}{P(J = j^1)}
\]

Exhaustive listing of 96 Combinations of numerator with probabilities

<table>
<thead>
<tr>
<th>Sr. No.</th>
<th>Difficult</th>
<th>Intelligent</th>
<th>Grade</th>
<th>Letter</th>
<th>SAT</th>
<th>Apply</th>
<th>Job</th>
<th>Joint Probabil</th>
</tr>
</thead>
<tbody>
<tr>
<td>3</td>
<td>0</td>
<td>1</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>0.0629856</td>
</tr>
<tr>
<td>5</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>0.0387828</td>
</tr>
<tr>
<td>10</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>0.0344736</td>
</tr>
<tr>
<td>13</td>
<td>1</td>
<td>1</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>0.023328</td>
</tr>
<tr>
<td>16</td>
<td>1</td>
<td>0</td>
<td>2</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>0.01474704</td>
</tr>
<tr>
<td>18</td>
<td>1</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>0.014364</td>
</tr>
<tr>
<td>21</td>
<td>1</td>
<td>0</td>
<td>2</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>0.01106028</td>
</tr>
<tr>
<td>22</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>0.0104976</td>
</tr>
<tr>
<td>23</td>
<td>1</td>
<td>1</td>
<td>2</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>0.01026432</td>
</tr>
<tr>
<td>25</td>
<td>0</td>
<td>0</td>
<td>2</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>0.00948024</td>
</tr>
<tr>
<td>27</td>
<td>0</td>
<td>1</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>0</td>
<td>1</td>
<td>0.0093312</td>
</tr>
<tr>
<td>28</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>0.0093312</td>
</tr>
<tr>
<td>29</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>0.0086184</td>
</tr>
<tr>
<td>31</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>0.0076608</td>
</tr>
<tr>
<td>32</td>
<td>0</td>
<td>0</td>
<td>2</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>0.00711018</td>
</tr>
<tr>
<td>33</td>
<td>0</td>
<td>1</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>0.0069984</td>
</tr>
<tr>
<td>37</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>0.0062208</td>
</tr>
</tbody>
</table>

Max of numerator (a joint probability):
\[P(I, D, G, S, L, A, J = j^1) = 0.9 \times 0.6 \times 0.8 \times 0.9 \times 0.9 \times 0.3 \times 0.6 = 0.0629856\]

Max Conditional Probability (MAP):
\[P(I, D, G, S, L, A | J = 1) = 0.0629856 / 0.3679 = 0.1712\]
Query 2: Marginal for $I$ given $J = j^1$

The most probable explanation of Intelligence given Job: $J = j^1$

Answer: $I = i^1$: Is Intelligent

**Formula:**

$$P(I|J = 1) = P(I, J)/P(J = 1)$$


$$P(I = 0, J = 1) = 0.9 \times 0.6 \times 0.8 \times 0.9 \times 0.9 \times 0.3 \times 0.6 = 0.0629$$

$$P(I = 1, J = 1) = 0.6 \times 0.7 \times 0.3 \times 0.9 \times 0.95 \times 0.6 \times 0.6 = 0.0387$$

$$P(I = 0|J = 1) = 0.0387/(0.0629 + 0.0387) = 0.381$$

$$P(I = 1|J = 1) = 0.0629/(0.0629 + 0.0387) = 0.619$$

**MAP of Student Intelligence**

<table>
<thead>
<tr>
<th></th>
<th>intel_0</th>
<th>intel_1</th>
</tr>
</thead>
<tbody>
<tr>
<td>intel_0</td>
<td>0.381</td>
<td></td>
</tr>
<tr>
<td>intel_1</td>
<td></td>
<td>0.619</td>
</tr>
</tbody>
</table>

**Compare to Prior of Student Intelligence**

<table>
<thead>
<tr>
<th></th>
<th>$i^0$</th>
<th>$i^1$</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>0.7</td>
<td>0.3</td>
</tr>
</tbody>
</table>
MPE is NP-Hard

- BN is an MRF whose factors are conditional probabilities and $Z=1$
- MAP inference is simpler than Marginal Inference since we can ignore $Z$
  
  $p(y = 1) = \sum_{x_1} \sum_{x_2} \cdots \sum_{x_n} p(y = 1, x_1, x_2, \ldots, x_n)$  
  Needs Partition function

  $\max_{x_1, \ldots, x_n} p(y = 1, x_1, \ldots, x_n)$  
  Can ignore Partition function

- However MAP inference is still not easy
  - Both Marginal and MAP inference are NP-hard
Sampling from Student BN

Algorithm 12.1 Forward Sampling in a Bayesian network

Procedure Forward-Sample (B // Bayesian network over X)

1. Let $X_1, \ldots, X_n$ be a topological ordering of $X$
2. for $i = 1, \ldots, n$
3.   $u_i \leftarrow x(P_{AX_i})$ // Assignment to $P_{AX_i}$ in $x_1, \ldots, x_{i-1}$
4.   Sample $x_i$ from $P(X_i | u_i)$
5. return $(x_1, \ldots, x_n)$

---

**PGMPY:**

```python
from pgmpy.sampling import BayesianModelSampling
forward_sampler = BayesianModelSampling(student)
samples = forward_sampler.forward_sample(size=1000)
```

---

<table>
<thead>
<tr>
<th></th>
<th>apply</th>
<th>intel</th>
<th>sat</th>
<th>diff</th>
<th>grade</th>
<th>letter</th>
<th>job</th>
</tr>
</thead>
<tbody>
<tr>
<td>0</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>0</td>
<td>1</td>
<td>1</td>
</tr>
<tr>
<td>1</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>0</td>
</tr>
<tr>
<td>2</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>1</td>
</tr>
<tr>
<td>3</td>
<td>1</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>2</td>
<td>0</td>
<td>0</td>
</tr>
<tr>
<td>4</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>0</td>
<td>2</td>
<td>0</td>
<td>1</td>
</tr>
<tr>
<td>5</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>2</td>
<td>0</td>
<td>1</td>
</tr>
<tr>
<td>6</td>
<td>1</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>0</td>
</tr>
<tr>
<td>7</td>
<td>1</td>
<td>0</td>
<td>1</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>1</td>
</tr>
<tr>
<td>8</td>
<td>1</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>1</td>
</tr>
<tr>
<td>9</td>
<td>1</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>1</td>
<td>0</td>
</tr>
<tr>
<td>...</td>
<td>...</td>
<td>...</td>
<td>...</td>
<td>...</td>
<td>...</td>
<td>...</td>
<td>...</td>
</tr>
</tbody>
</table>

993 | 0 | 0 | 1 | 1 | 1 | 1 | 0 |
994 | 1 | 1 | 1 | 0 | 0 | 1 | 1 |
995 | 1 | 0 | 0 | 0 | 2 | 0 | 0 |
996 | 0 | 0 | 0 | 0 | 0 | 1 | 0 |
997 | 1 | 0 | 0 | 1 | 2 | 0 | 0 |
998 | 0 | 0 | 0 | 0 | 0 | 0 | 1 |
999 | 1 | 0 | 0 | 0 | 2 | 0 | 0 |

1000 rows x 7 columns
PGM classification over 1000 samples

Results:
- Training Accuracy: 92%
- Testing Accuracy: 88%
Logistic Regression for Intelligence

**Training Hyperparameters:**
- Number of Epochs: 100
- Batch Size: 100
- Number of samples: 1000
- Number of Training samples: 800
- Number of Validation samples: 200

**Results:**
- Training Accuracy: 94.62%
- Training Loss: 0.1580
- **Testing Accuracy:** 96%
- **Testing Loss:** 0.1534

**Logistic Regression output:**

<table>
<thead>
<tr>
<th>Job</th>
<th>Intelligence = 0</th>
<th>Intelligence = 1</th>
</tr>
</thead>
<tbody>
<tr>
<td>Job = 1</td>
<td>0.038</td>
<td>0.962</td>
</tr>
</tbody>
</table>

**Explanation:**

MPE

evidence: student **gets job**

explanation: 96% probability that student is **intelligent**;

**Formula:**

\[ P(I = 0|J = 1) = 0.498 \]
\[ P(I = 1|J = 1) = 0.502 \]
Explainability vs Performance

Explainable System Results:
• Training Accuracy: 92%
• Testing Accuracy: 88%

High Performance System Results:
• Training Accuracy: 95%
• Testing Accuracy: 96%
Forensic Comparison

- Impression Evidence: materials with characteristics of impressed objects
  - Footwear impressions
  - Latent fingerprints
  - Handwriting samples
Expert Features

**Feature Vector**

<table>
<thead>
<tr>
<th>Image Name</th>
<th>0968c_num1.png</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Pen Pressure</strong></td>
<td></td>
</tr>
<tr>
<td>Strong</td>
<td>1</td>
</tr>
<tr>
<td>Medium</td>
<td>2</td>
</tr>
<tr>
<td><strong>Letter Spacing</strong></td>
<td></td>
</tr>
<tr>
<td>Less</td>
<td>1</td>
</tr>
<tr>
<td>Medium</td>
<td>2</td>
</tr>
<tr>
<td>High</td>
<td>3</td>
</tr>
<tr>
<td><strong>Slantness</strong></td>
<td></td>
</tr>
<tr>
<td>Normal</td>
<td>1</td>
</tr>
<tr>
<td>Slight right</td>
<td>2</td>
</tr>
<tr>
<td>Very right</td>
<td>3</td>
</tr>
<tr>
<td>Left</td>
<td>4</td>
</tr>
<tr>
<td><strong>Size</strong></td>
<td></td>
</tr>
<tr>
<td>Small</td>
<td>1</td>
</tr>
<tr>
<td>Medium</td>
<td>2</td>
</tr>
<tr>
<td>Large</td>
<td>3</td>
</tr>
<tr>
<td><strong>Tilt</strong></td>
<td></td>
</tr>
<tr>
<td>Normal</td>
<td>1</td>
</tr>
<tr>
<td>Tilted</td>
<td>2</td>
</tr>
<tr>
<td><strong>Entry_stroke_a</strong></td>
<td></td>
</tr>
<tr>
<td>No stroke</td>
<td>1</td>
</tr>
<tr>
<td>Downstroke</td>
<td>2</td>
</tr>
<tr>
<td>Curved up</td>
<td>3</td>
</tr>
<tr>
<td>Straight across</td>
<td>4</td>
</tr>
<tr>
<td><strong>Exit_stroke_d</strong></td>
<td></td>
</tr>
<tr>
<td>No stroke</td>
<td>1</td>
</tr>
<tr>
<td>Downstroke</td>
<td>2</td>
</tr>
<tr>
<td>Curved up</td>
<td>3</td>
</tr>
<tr>
<td>Straight across</td>
<td>4</td>
</tr>
<tr>
<td><strong>Word formation</strong></td>
<td></td>
</tr>
<tr>
<td>Not well formed</td>
<td>1</td>
</tr>
<tr>
<td>Well Formed</td>
<td>2</td>
</tr>
<tr>
<td><strong>Constancy</strong></td>
<td></td>
</tr>
<tr>
<td>Irregular</td>
<td>1</td>
</tr>
<tr>
<td>Regular</td>
<td>2</td>
</tr>
<tr>
<td><strong>Is_LowerCase</strong></td>
<td></td>
</tr>
<tr>
<td>No</td>
<td>1</td>
</tr>
<tr>
<td>Yes</td>
<td>2</td>
</tr>
<tr>
<td><strong>Is_Continuous</strong></td>
<td></td>
</tr>
<tr>
<td>No</td>
<td>1</td>
</tr>
<tr>
<td>Yes</td>
<td>2</td>
</tr>
<tr>
<td><strong>Staff_of_A</strong></td>
<td></td>
</tr>
<tr>
<td>No staff</td>
<td>1</td>
</tr>
<tr>
<td>Retraced</td>
<td>2</td>
</tr>
<tr>
<td>Loopy</td>
<td>3</td>
</tr>
<tr>
<td>Tent</td>
<td>4</td>
</tr>
<tr>
<td><strong>Staff_of_D</strong></td>
<td></td>
</tr>
<tr>
<td>No staff</td>
<td>1</td>
</tr>
<tr>
<td>Retraced</td>
<td>2</td>
</tr>
<tr>
<td>Loopy</td>
<td>3</td>
</tr>
<tr>
<td>Tent</td>
<td>4</td>
</tr>
</tbody>
</table>

**Number of Features:** 15

Image 1: Human observed features mapped to image
Handwriting comparison – expert features

Document Examiner (DQE)

<table>
<thead>
<tr>
<th>Pen Pressure</th>
<th>Letter Spacing</th>
<th>Size</th>
<th>Dimension</th>
<th>Is LowerCase</th>
<th>Is Continuous</th>
<th>Slantness</th>
<th>Tilt</th>
<th>Entry stroke &quot;A&quot;</th>
<th>Staff of &quot;A&quot;</th>
<th>Formation &quot;N&quot;</th>
<th>Staff of &quot;D&quot;</th>
<th>Exit stroke &quot;D&quot;</th>
<th>Word format</th>
<th>Constancy</th>
</tr>
</thead>
<tbody>
<tr>
<td>1 Strong</td>
<td>Less</td>
<td>Small</td>
<td>Low</td>
<td>No</td>
<td>No</td>
<td>normal</td>
<td>normal</td>
<td>no stroke</td>
<td>no staff</td>
<td>no formation</td>
<td>no staff</td>
<td>no stroke</td>
<td>Not well for</td>
<td>irregular</td>
</tr>
<tr>
<td>2 Medium</td>
<td>Medium</td>
<td>Medium</td>
<td>Medium</td>
<td>Yes</td>
<td>Yes</td>
<td>slight right</td>
<td>tilted</td>
<td>downstroke</td>
<td>retraced</td>
<td>normal</td>
<td>retraced</td>
<td>downstroke</td>
<td>Well Formed</td>
<td>Regular</td>
</tr>
<tr>
<td>3 High</td>
<td>Large</td>
<td>High</td>
<td></td>
<td>Yes</td>
<td>Yes</td>
<td>very right</td>
<td>loopy</td>
<td></td>
<td></td>
<td></td>
<td>loopy</td>
<td>curbed up</td>
<td></td>
<td></td>
</tr>
<tr>
<td>4</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td>left</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td>straight across</td>
<td></td>
<td></td>
</tr>
</tbody>
</table>
PGM for human observed ‘and’ dataset

Is Lowercase

Is Continuous

Entry Stroke a

Exit Stroke d

Size

Constancy

Word Formation

Formation of n

Dimension

Letter Spacing

Staff of a

Staff of d

Slantness

Tilt

Pen Pressure
PGM for Writer Verification

 Known  Questioned
\[ (k) \quad (q) \]

PGM for same writers \((h = 0)\)

\[ P(k, q \mid h = 0) \]

PGM for different writers \((h = 1)\)

\[ P(k, q \mid h = 1) \]

\[ LLR = \ln \left( \frac{P(k, q \mid h = 0)}{P(k, q \mid h = 1)} \right) \]
A simple **Distance based LLR** approach defines scalar distance between known and questioned samples defining loglikelihood ratio as follows:

\[
LLR_D = \ln \left( \frac{P(d(k, q) \mid h = 0)}{P(d(k, q) \mid h = 1)} \right)
\]

**Disadvantage:** Distribution of \( N \) variables is mapped into a scalar thereby incurring severe loss of information (many pairs of \( k \) and \( q \) can have the same distance).

**Rarity with Distance based LLR** approach uses strength of the features between the known and the questioned samples defining loglikelihood ratio as follows:

\[
LLR_{RD} = \ln \left( \frac{1}{\sqrt{2\sigma}} e^{-\frac{(k-q)^2}{4\sigma^2}} \right)
\]

\[
= \ln \left( \frac{1}{\tau} e^{-\frac{(m-\mu)^2}{4\tau^2}} \right)
\]

**Distance**

**Rarity**

**Disadvantage:** Not always computationally tractable.
Feature extraction architecture/performance

64 x 64 Image

32x32x16 Encoding 1

16x16x32 Encoding 2

8x8x64 Encoding 3

2x2x128 Encoding 4

1x1x256 Encoding 5

Total 15 features

Feature Name | Val acc
---|---
pencpressure | 98%
letter spacing | 78%
size | 92%
dimension | 89%
is_lowercase | 99%
is_continuous | 94%
slantness | 72%
tilt | 98%
entry_stroke a | 97%
staff_of_a | 84%
formation n | 95%
staff_of_d | 86%
exit_stroke_d | 66%
word_formation | 89%
constancy | 84%

Code: https://github.com/mshaikh2/HDL_Forensics
Comparison performance

Explainability:
- Compare corresponding ‘SoftMax_x’ (x : {1 to 15}) of two images using cosine similarity to obtain feature wise explanation

<table>
<thead>
<tr>
<th>Metric</th>
<th>Seen</th>
<th>Unseen</th>
<th>Shuffled</th>
</tr>
</thead>
<tbody>
<tr>
<td>Intra Writer Accuracy</td>
<td>88%</td>
<td>71%</td>
<td>81%</td>
</tr>
<tr>
<td>Inter Writer Accuracy</td>
<td>96%</td>
<td>93%</td>
<td>95%</td>
</tr>
<tr>
<td>Average Accuracy</td>
<td>96%</td>
<td>94%</td>
<td>95%</td>
</tr>
</tbody>
</table>

Code: https://github.com/mshaikh2/HDL_Forensics
Table 5: Predicted Classes

<table>
<thead>
<tr>
<th>Feature</th>
<th>Left Classes</th>
<th>Right Classes</th>
</tr>
</thead>
<tbody>
<tr>
<td>pen_pressure</td>
<td>Strong</td>
<td>Strong</td>
</tr>
<tr>
<td>letter_spacing</td>
<td>High</td>
<td>Medium</td>
</tr>
<tr>
<td>size</td>
<td>Large</td>
<td>Medium</td>
</tr>
<tr>
<td>dimension</td>
<td>Medium</td>
<td>Medium</td>
</tr>
<tr>
<td>is_lowercase</td>
<td>No</td>
<td>Yes</td>
</tr>
<tr>
<td>slantness</td>
<td>No</td>
<td>No</td>
</tr>
<tr>
<td>tilt</td>
<td>Normal</td>
<td>Normal</td>
</tr>
<tr>
<td>entry_strike</td>
<td>No Stroke</td>
<td>No Stroke</td>
</tr>
<tr>
<td>staff_of_a</td>
<td>No Staff</td>
<td>Tented</td>
</tr>
<tr>
<td>formation_n</td>
<td>Normal</td>
<td>No Formation</td>
</tr>
<tr>
<td>staff_of_d</td>
<td>No Staff</td>
<td>Loopy</td>
</tr>
<tr>
<td>exit_strike</td>
<td>No Stroke</td>
<td>Downstroke</td>
</tr>
<tr>
<td>word_formation</td>
<td>Not Wellformed</td>
<td>Not Wellformed</td>
</tr>
<tr>
<td>constancy</td>
<td>Irregular</td>
<td>Irregular</td>
</tr>
</tbody>
</table>

Report Card of Comparing two Samples

Image 6: Graph of Similarity Score of Left & Right Image Features

Different Writer Samples

Cosine Similarity Threshold: 0.8

True Negative

Cosine Similarity Threshold: 0.8

False Negative

Image 7: Graph of Similarity Score of Left & Right Image Features

Same Writer Samples

Table 5: Predicted Classes

<table>
<thead>
<tr>
<th>Feature</th>
<th>Left Classes</th>
<th>Right Classes</th>
</tr>
</thead>
<tbody>
<tr>
<td>pen_pressure</td>
<td>Medium</td>
<td>Medium</td>
</tr>
<tr>
<td>letter_spacing</td>
<td>Medium</td>
<td>Medium</td>
</tr>
<tr>
<td>size</td>
<td>Large</td>
<td>Medium</td>
</tr>
<tr>
<td>dimension</td>
<td>Medium</td>
<td>Medium</td>
</tr>
<tr>
<td>is_lowercase</td>
<td>Yes</td>
<td>Yes</td>
</tr>
<tr>
<td>slantness</td>
<td>No</td>
<td>Yes</td>
</tr>
<tr>
<td>tilt</td>
<td>Normal</td>
<td>Slight Right</td>
</tr>
<tr>
<td>entry_strike</td>
<td>No Stroke</td>
<td>No Stroke</td>
</tr>
<tr>
<td>staff_of_a</td>
<td>Retraced</td>
<td>Retraced</td>
</tr>
<tr>
<td>formation_n</td>
<td>No Staff</td>
<td>Loopy</td>
</tr>
<tr>
<td>staff_of_d</td>
<td>Downstroke</td>
<td>Downstroke</td>
</tr>
<tr>
<td>exit_strike</td>
<td>Wellformed</td>
<td>Wellformed</td>
</tr>
<tr>
<td>word_formation</td>
<td>Regular</td>
<td>Regular</td>
</tr>
<tr>
<td>constancy</td>
<td>Regular</td>
<td>Regular</td>
</tr>
</tbody>
</table>
Future of XAI

Source: https://ieeexplore.ieee.org/stamp/stamp.jsp?arnumber=8466590
Summary and Conclusion

- Deep Learning models are often blackboxes
- Ante-hoc XAI models are new learning models with an explanatory interface
- Post-hoc models retain high performance
- Several new ideas developing: Bayesian Teaching, Causal learning of deep neural nets
- Probabilistic AI is useful for deep learning
- XAI may be an inflection point in AI